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Introduction

This paper introduces 3DMark®Mobile ES 2.0, the latest in the 3DMarkMobile benchmark series built by
Futuremark® Corporation. Some of the very basics of 3D graphics acceleration and history as well as the
mobile environment are also briefly discussed in this paper. However, this paper first and foremost
provides specific information on 3DMarkMobile ES 2.0 and not the technologies involved in detail.
Readers interested in computer graphics in general in more detail can find for example “Computer
Graphics, Principles and Practice” by Foley et al* interesting.

The name 3DMark has become a standard in PC 3D graphics benchmarking; since the first version
released in 1998 it has grown to be used by virtually all on-line and paper publications in the consumer
graphics industry. 3DMarkMobile ES 2.0 continues the 3D benchmarking experience in the mobile world,
following its predecessor 3DMarkMobile ES 1.1.

The first product in the 3DMarkMobile series was introduced in late 2005, when 3DMarkMobile06 was
released. The product was targeted mostly for hardware developers as the workload was built with
hardware accelerated 3D in mind. 3DMarkMobile06 has since been renamed to 3DMarkMobile ES 1.1
and also works on some of today’s mobile phones.

Futuremark’s latest mobile 3D benchmark, 3DMarkMobile ES 2.0, continues the tradition by providing a
state-of-the-art OpenGL® ES 3D performance benchmark. 3DMarkMobile ES 2.0 is an all new
3DMarkMobile version targeted for OpenGL ES 2.0.

Accelerated 3D Graphics

Background

The purpose of a “3D accelerator” in a personal computer or phone, is to offload graphics related
operations from the main CPU to a separate dedicated processing pipeline, optimized for graphical
operations. At first (early 1990s), the 3D operations in desktop computers were done with software, and
the system CPU was still ultimately doing the 3D calculations. The first graphics 3D graphics accelerators
were basically 2D accelerators with 3D features added on top. 3Dfx's Voodoo graphics hardware hit the
market in 1996, offering more processing power in a form of an additional, specifically 3D graphics
focused board. Within a couple of years there were more mass-market 3D accelerators introduced, and
eventually both 2D and 3D graphics operations were again combined within the same board.

Until the release of DirectX® 8.0 API in the year 2000, the GPUs in the PC world included fixed-function
pipeline, meaning that they only could do certain pre-defined operations, such as transform and lighting.
DirectX 8.0 introduced programmable shaders, where each pixel and vertex can be processed by a short
program instead of the pre-set functions of the earlier solutions. Since then programmable GPUs have
become much more powerful, and also with the further development of DirectX API, much more
capabilities have been introduced and today’s real-time 3D graphics can be very realistic. DirectX 10,
available in the latest Microsoft® Windows® Vista, presented Shader Model 4, including e.g. the geometry
shaders, with what also the geometry, primitives, in the 3D scene can be altered.

Mobile environment

When considering mobile devices, people usually think of mobile phones, SMS, ringtones, calendar and
similar, and 3D graphics is probably not very often connected to mobile devices even today. Recent news
in the area however reveals that mobile phones seem to be going to the same direction as PCs have
been, as far as graphics are concerned. The first mobile phones within the EMEA market with OpenGL
ES software 3D implementations were introduced back in 2005, and today there are a few phone models
in the market that have a 3D graphics accelerator chip. Today’s mobile 3D graphics are implemented with

! Foley J., van Dam A., Feiner S., Hughes J.: “Computer Graphics Principles and Practice”, Addison-
Wesley 1999
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fixed function pipelines, e.g. OpenGL ES 1.x, but programmable graphics are also making their way into
this area.

Today’s mobile phone games are still mostly targeted for software renderers instead of hardware 3D
support. Currently we seem to be in a phase of transition towards hardware accelerated solutions, which
yet today are still more expensive, but will in the future very likely be available in feature phones as well.

Mobile 3D Graphics Benchmarking

3D graphics benchmarking allows users to evaluate the performance of the 3D solution. Professional
hardware reviewers can compare the performance and features of the competing 3D solutions by using
those same 3D graphics benchmarking tools. Benchmark functionality can be included in 3D games, or
benchmarking can be done by stand-alone benchmark applications. So far, as 3D graphics is still a rather
new thing in the mobile world, there haven't been games with benchmarking capabilities available. Both
of the approaches have their advantages.

Benchmark functionality in a 3D game can give a comparable measurement of how fast said game runs
on the tested hardware. Different games may scale very differently on different systems. One game
benchmark therefore only indicates how that system runs that specific game. Another game may yield
quite different performance results on those same systems. This is both due to the different structures of
the games, different feature usage, and different IHV specific optimizations in the games. The user should
therefore use game benchmarks of games that the user will mostly play. The measurements of a game
that will not be played will not offer any relevant performance information for that particular user. It should
also be noted that if the benchmark functionality of a game uses just a recording of the animation being
run as the benchmark test, a.k.a. timedemos, many factors influencing the performance during game play
may be missing. This in turn gives a different performance measurement than would be observed by
actually playing the game.

On the other hand, adding many runtime elements to the benchmark run of the game, including random
elements, may change the benchmark result from one run to another. A single measurement of a game
benchmark like this is therefore not comparable to results of other systems, since the measurement is not
repeatable even on the same system. Multiple runs of multiple game benchmarks are therefore needed to
get reliable performance comparisons between systems.

Benchmark applications are specifically designed to provide reliable and comparable performance
measurements. High quality benchmark applications give the very same result (or results within a very
small error margin) when run on the same system. Even a single benchmark result thereby gives a truly
comparable performance measurement. Professional hardware reviewers may still want to repeat the
benchmark run to make sure there is no variance from one run to another.

A CPU / graphics accelerator workload balance should be balanced to mimic the load that would be the
most usual for the system to be benchmarked. This could be for example 3D gaming, 3D navigation
application, Ul etc. This makes benchmarks in real applications (such as games) ideal for balanced CPU /
graphics benchmarking. Then again, real applications may often be heavier on the CPU than on the
graphics card, which means that the total system throughput in many games is limited by the CPU
performance. This then again would make the use of such benchmarks less ideal for graphics
performance estimations.
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OpenGL ES

OpenGL ES (ES = Embedded Systems) is a royalty-free, cross-platform API for full-function 2D and 3D
graphics. It has been developed from desktop OpenGL for embedded systems’ accelerated graphics. So
far two generations of OpenGL ES have been released; OpenGL ES 1.X for fixed-function hardware and
OpenGL ES 2.X for programmable hardware. In addition to these, there is OpenGL SC, targeted for
safety critical implementations.

OpenGL ES is developed within the Khronos Group. Khronos Group was founded in 2000 and now
consists of over 100 member companies participating the development of several open standard APIs. In
addition to OpenGL ES standard, Khronos Group also develops OpenGL, COLLADA, gIFX, OpenML,
OpenKODE, OpenVG, OpenMAX, OpenSL ES.

In this paper we are not going to open and explain the very details of the APIs, and those interested for
more information can find the specifications at: http://www.khronos.org.

OpenGL ES 1.X

There are two major versions released within the 1.X generation: OpenGL ES 1.0 and 1.1, both of which
are for fixed-function hardware. In addition to the versions mentioned, there is also an optional Extension
Pack Specification for adding functionality to ES 1.1. Open GL ES 1.0 is based on the OpenGL 1.3
specification being a subset of it. OpenGL ES 1.1 in turn is based on OpenGL ES 1.5.

As said above, OpenGL ES 1.0 is a subset of OpenGL 1.3, and quite a lot has been modified/removed in
order to develop a suitable API for mobile devices. The differences in functionalities would be too long a
list to describe here, but they can be found at the OpenGL ES specification. OpenGL ES 1.X consists of
two profiles: Common and Common Lite. Of these, Common Lite is for fixed-point calculations only,
whereas the Common profile supports the same range and precision requirements as stated in OpenGL
1.3 specification.

OpenGL ES 1.1 introduced some improvements over 1.0: e.g. buffer objects, multitexturing and state
queries perhaps being the most significant ones. In addition there are also extensions released to
OpenGL ES 1.1 consisting of required and optional extensions

For more information on developing for OpenGL ES 1.X, for example Astle & Durnil’s “OpenGL ES Game
Development”2 is good reading.

OpenGL ES 2.0

OpenGL ES 2.0 is an API for programmable embedded graphics hardware. So far OpenGL ES 2.0 is the
latest released specification for 3D graphics from Khronos Group. The OpenGL ES 2.0 specification is
defined relative to the OpenGL 2.0 specification and it replaces the fixed-function pipeline of OpenGL ES
1.X by using vertex shaders for vertex operations (e.g. transform in fixed-function) and fragment shaders
for pixel operations (e.g. color, texturing). ES 2.0 does not support fixed-function pipeline, but instead all
the operations are done by shaders, and thus for example software written for ES 1.X needs to be pretty
much rewritten for ES 2.0.

Z Astle D., Durnil D.: “OpenGL ES Game Development”, Thomson Course Technology PTR 2004

3DMarkMobile ES 2.0 Overview Page 4 of 11 © Futuremark Corporation 2007



Our Development Methodology

Futuremark approaches all of the benchmarks it creates with a standard development methodology. We
believe that the process we follow is central to the development of a successful and dependable
benchmark. The key part of the development process is cooperation with all major manufacturers. These
companies are willing to cooperate with us because they share the vision that strong, objective
benchmarks are in everyone’s interest. We have been running a formalized Benchmark Development
Program (BDP) that allows these vendors to participate in designing leading benchmarking standards for
the industry. The cornerstones of our design process are transparency and neutrality. We make a strong
effort to document all processes that make up the benchmark; we continuously strive to make these
documents better. Also, we always try to maintain the highest standards of neutrality, neither favoring nor
ignoring any party.

Step 1 Step 2 Step 3 Step 4 Step 5

Proposal

Preparaticn &
Feedback
AEEee——

Figure 2: Benchmark Development Methodology

Step One. In this first step, we use a variety of resources to enumerate a first set of possible features for
the benchmark. We draw upon our own experience with previous benchmarks and the feedback we have
subsequently received. Communications with the gamer and game developer communities also provide
valuable input. The BDP member group is another source of insights. From these, we develop high-level
ideas of features we may include in the benchmark. At this early stage, features and implementation
options are intentionally kept open.

Step Two . The document produced in the previous step is a proposal. It is designed to present features
and implementation options in a format amenable for getting constructive feedback. This proposal is
circulated to our BDP members. The feedback received helps us in choosing features and
implementation methods.

Step Three. In the third step we create a written benchmark specification. Each of the workload tests is
specified in detail with exact versions of the technologies used. The specification is circulated to the BDP
members. The feedback is analyzed and incorporated at our discretion.

Step Four . In the next step we implement prototype code to see if the available technology will support
our plans. We may discover the certain tests are not possible, or may be surprised to discover that more
can be achieved. The results are incorporated into the specification and again circulated.

Step Five . The fifth step consists of implementing the workloads or tests. Periodic releases are made to
the BDP members and their feedback may again be taken into account.

For more information and an up-to-date list of participating BDP members, please refer to
www.futuremark.com/bdp.
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3DMarkMobile ES 2.0 Overview

Benchmark Structure . 3DMarkMobile ES 2.0 is a collection of 3D graphics tests. These tests include 2
tests with game-like content and a set of theoretical tests for measuring different features of the
hardware. The graphics tests include the Taiji Girl test and the Hoverjet Racer test, which carry a different
type of gaming type load and content. The feature tests include tests for fragment and vertex shader
performance, a test from Futuremark’s SimulationMark ES 2.0, a post processing test and a batch/state
change test. In addition to these, there are texture filtering tests are available for seeing the visual quality
of filtering. With this set of tests, the user can measure the performance of single features of the hardware
and thus determine the possible bottlenecks, as well as see the performance with real life content.

Real-Time Rendering. Each 3DMarkMobile ES 2.0 graphics test is a real-time rendering of a 3D
scenario. It is important to note that these renderings are not merely animations or a set of recorded
events; they are designed to function like 3D games work. As with 3D games, computations are
performed in real time. This is a critical part of our philosophy of 3D graphics benchmarking.

OpenGL ES 2.0. All tests have been built to support OpenGL ES 2.0. Every test requires OpenGL ES 2.0
hardware, and in order to be able to run all the tests, the additional Depth Texture extension
(OES_depth_texture ) is required.

3D Engine . In order to verify full objectivity and comparability, Futuremark has built an own 3D engine for
OpenGL ES 2.0. The engine supports the OpenGL ES Shading Language, and relies on Futuremark’s
own 3D content creation pipeline.

Lighting calculations are mainly based on a Blinn-Phong type solution. In mobile context one should not
use one “Uber-shader” with many variables, but rather tune the required shader load preferably on a per
material basis to avoid needlessly wasted GPU operations. Thus, we use a wide collection of shaders
chosen and written largely on a per-material basis. Operation ranges from simple texturing to BRDF,
image based lighting and subsurface scattering solutions. Optimal shading solution, for large scenes,
would also incorporate level-of-detail scheme to choose a used shader on the fly, based on the distance
to the rendered object and the amount of detail visible. However, for benchmarking purposes we feel that
this latter optimization is not critical.

Dynamic Shadow Rendering . The dynamic shadows in the Taiji Girl test of 3DMarkMobile ES 2.0 have
been implemented with shadow maps and require the depth texture extension of OpenGL ES 2.0. Due to
performance limitations and the lower resolution of the screen in the mobile devices, not all shadows in
the scene are dynamic; the shadows in the background objects have been precomputed and added into
the content. The precision of the depth texture used for the shadows is defined in the extension itself as
16bit, and the resolution used for the shadow maps is 512 * 512. For more realistic shadows, the shadow
maps have been softened by adding noise. Due to accuracy problems related to the resolution, the
character in the Taiji Girl test only casts shadows; the graphical outlook with self-shadowing was found
inadequate with heavy flickering occurring on the character.

Texture compression . By default, 3DMarkMobile ES 2.0 does not use texture compression due to
capability differences between different hardware. However, for certifying results for vendors, we see that
ETC, ATITC, PVRTC and DXT will likely be the most popular texture compression methods to be used.

Subsurface scattering effect . Subsurface scattering as effect can be seen on the skin of the Taiji girl
character. When the material is lit a certain way, the effect can be seen e.g. in ears with light glowing
through. This effect is made visible through fragment shader parameters.

Post processing effects.  Certain post processing effects are used in order to improve the visual outlook
of graphics:

Bloom is used generally for the materials by calculating the intensity for material’s alpha channel and then
blurring that for a desired glowing effect.
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Depth-of-field effect is achieved at specific camera cuts by rendering the background scene to a
rendertarget and convolving it with a Gaussian kernel, after which the background rendertarget and the
foreground object are consequently rendered to the framebuffer.

Motion Blur effect is achieved by adding radial blur with a set radius and effect. This effect can be seen in
the Hoverjet Racer test on the high speed camera cuts.

Heat behind the Hover racers is implemented by distorting pixels of an object group by 2 component
vectors and blurring the outcome.

3DMarkMobile ES 2.0 Graphics Tests

Graphics Test 1: Taiji Girl

This test represents a game with human-like characters. The girl in the scene is skinned, using 29 bones.
The total amount of polygons in the scene is 70 000 of which approximately 50 000 are visible per frame
on average. This test is designed to provide a heavy fragment load.

The scene is set in a serene courtyard garden, enclosed on all sides by stone walls. A larger context is
implied to the viewer using a skydome texture and trees implemented as alpha-blended quads visible
beyond the courtyard wall, However, all of the fragment operation intensive elements are located inside
the courtyard, in a small radius around the main character. We believe closed environments, such as the
courtyard in this test, are a viable solution for real-world game design. Limited environments will enable
the developer to concentrate on the important elements of the set (those that are visible) and avoid the
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need to generate large amounts of possibly unseen graphical elements which do not add value to the
story nor to the gameplay.

As shadow mapping is used in this test, the depth texture extension is required in the hardware in order to
get approved results.

Materials

The girl is rendered with three different shaders: a skin shader employing a sub-surface scattering —type
solution, a silk shader using a cube mapped texture color selection scheme reminiscent of image-based
lighting, and an alpha-blended textured Blinn-Phong type shader for the hair. Most of the materials inside
the courtyard use Blinn-Phong solution to the lighting equation and use normalmapping for enhanced
dynamic behaviour. The grass, the aquatic plants and the leaves of the two trees inside the courtyard are
alpha-blended polygons.

Water is implemented by rendering the bottom of the pool of water and the reflection of the surroundings
into separate full screen rendertargets and then texturing the water surface from combined jittered
samples of the bottom and reflection textures.

The used water rendering technique, although physically inspired, is not mathematically accurate. Rather
we attempt to implement a visually pleasing imitation of a reflecting surface of shallow water with as few
graphical operations as possible.

We feel that the following visual elements are necessary to render water convincingly: transparency,
reflection, the Fresnel term (which is a view-vector and surface normal dependent relationship between
the surface’s reflectivity and transmissivity) and the depth-dependent color tone of the underwater
geometry (light is scattered and absorbed while travelling in water and even more so in presence of
organic impurities). Finally, dynamic ripples add enormously to the life-likeness of the water’s surface.

The water rendering model we use constitutes from three elements, each with distinct shaders: the
underwater geometry, the reflected geometry and the water surface plane. The underwater geometry and
the reflected geometry are rendered to their own render targets while the water surface is drawn and
composited as a part of the rendering of the rest of the scene.

The underwater geometry is textured and rendered using a simple lambertian lighting model and
modulating the result color with a heuristic “water depth color” depending on the depth of the geometry in
the water.

The reflection geometry is a copy of a selected portion of the geometry of the surrounding scene,
mirrored by the plane of the water surface, and rendered with much lighter version of the fragment
shaders used in the real scene.

The surface of the water — a flat plane with a low polygon count — is rendered with a simple vertex
shader that calculates the projection of the surface’s tangent and binormal in clip-space. This projection is
done to fix the texture sampling jittering to world-space coordinates. At the water surface’'s fragment
shader a sampling distortion vector (conceptually a jittered surface normal) is calculated from a noise
texture sample. One noise texture sampling is used per fragment. The distortion vector is calculated by
mixing channels of the sample with a periodic mixing parameter dependent on the fragment position and
time. The jittered normal is then transformed to clip space using the varying binormal and tangent of the
flat water surface. This projected jittered normal is then used to offset the clip plane texture coordinate
which is then used as a sampling coordinate for the bottom and reflection textures. The final fragment
color is then calculated by a linear interpolation of the bottom and reflection sample colors with an
approximated air-water interface Fresnel term. The Fresnel term actually does not use the jittered normal,
but rather the unjittered normal of the surface. We found that using the jittered normal, while not more
expensive than using the original normal, would highlight the small resolution of our noise texture. This
way the end result is more pleasing to the eye.

Lighting. One directional light is used in this scene. The character casts shadows, and the rest of the
scene outside the character has other shadows pre-computed into the materials.
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Graphics Test 2: Hoverjet Race

The second graphics test represents a racing game including 5 racers and a racing track in a desert
environment. The graphics load presented is balanced more towards polygons than pixel processing. The
total amount of polygons in the scene is 300 000 of which approximately100 000 are visible per frame on
average.

Materials

The desert terrain fragment shader uses a Blinn-Phong type lighting equation and three-planar mapped
texture with precomputed ambient lighting and shadows. A visually pleasing shading solution is calculated
for the terrain vertices at content generation time using a custom solver. This colour is then stored at
terrain vertices and used to modulate the textured Blinn-Phong solution.

The hover bikes and their drivers are shaded with a Blinn-Phong shader. The result color is modulated
with an animated vertex color that is calculated from the environment shadow solution at content
generation time. Thus, as the racers move from a sunlit stretch to a shady canyon the tone and value of
their visible colour varies accordingly.

Particles . Each hovercraft has trailing plump of smoke implemented using a stateless particle system
generating alpha blended, textured point sprites.

Lighting . One directional light is used in the scene. Shadows are pre-computed into the scene.

Feature Tests

3DMarkMobile ES 2.0 includes a set of feature tests for measuring the performance of a single feature of
the hardware. The results of the feature tests can help the hardware manufacturers and/or benchmarking
professional to identify the bottlenecks in the design and create profiles for hardware pros and cons.
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Obviously not every single feature of OpenGL ES 2.0 or any existing hardware design can be measured,
so the tests selected represent the features we see valid for profiling the performance bottlenecks.

Shader tests

3DMarkMobile ES 2.0 includes a highly configurable test tool for measuring the theoretical performance
with different kind of shader loads. The predefined test-set for the shader performance includes a load
varying between full fragment shader load and full vertex shader load. In addition to these predefined
tests, the user can modify the load to have practically any kind of mixed shader load and see the effect on
performance.

The loads used are based on the calculation of the Julia and Mandelbrot fractal sets on a per fragment
and per vertex basis. The load variable in these shaders is the number of iterations per fragment/vertex.

“Advanced World” from SimulationMark ES2.0

This test is a one-to-one implementation with the Advanced World test introduced in SimulationMark ES
2.0. The test is meant for verifying the performance of the real hardware compared to the one calculated
with SimulationMark for the designing purposes.

The test is a simplified, theoretical use case for certain type of use of lighting and materials. Surfaces are
textured and diffuse shaded with ambient diffuse cube and two specular light sources with normal
mapping and Fresnel term. Vertex transformations here are simple. Part of the geometry is clipped, and
there is some depth complexity.

The result in this test is reported as frames per second.

Batch/State Change

The Batch/State change test measures the performance of the hardware when there are lots of batches
and different shaders, requiring constant state changes in the hardware. We realize that this may not be
the most optimal way of creating software, but we see it a relevant measure for determining the
bottlenecks in the hardware.

The result in this test is reported as frames per second.

Texture Filtering tests

These tests are included for determining the visual quality achieved by using different level texture filters.
These tests are for subjective measurement, meant for pointing out possible errors in filter
implementations. The scene includes a simple tube-like object, with a set of changeable textures for the
object. By default, the tests use a very simple black and white texture with what the user can clearly see
any artefacts and such.

Conclusion

3DMarkMobile ES 2.0 continues the well recognized 3DMarkMobile series by including workloads for
OpenGL ES 2.0. OpenGL ES 2.0 is the latest addition in Khronos Group’s 3D API offerings and adds
programmable graphics pipeline for the mobile space. 3DMarkMobile ES 2.0 provides a tool for
measuring the performance of such hardware at the same time showing the graphical benefits of the new
API at its best.

© 2007 Futuremark® Corporation. 3DMark®, PCMark® and SPMark™ trademarks and logos, Futuremark® character names and
distinctive likenesses, are the exclusive property of Futuremark Corporation. All other trademarks are property of their respective
companies.

All rights reserved Futuremark ® Corporation, 2007.
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